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SAE ACQl CIHIO|A B E (contd.)

* OpenCL « CUDA

// ClBIO|A RE // ClHO|A RE

// @AE BEY M= 2AHY __global _ void mat_mul(..) {
const char* source code = “_kernel void ..”; }

int main() { // RAE ALE

- int main() {
/1 2XEs SOl Z2O™-S dd

=
cl program program;
program = clCreateProgramWithSource(context, 1, /] 78S ™
&source_code, &source_len, &err); mat_mul<<<nblocks, nthreads>>>(..);

err = clBuildProgram(program, 1, &dev,
build opts, NULL, NULL);

/1 BEE HES £

size t lws[2] {16, 16};

size t gws[2] {COL_B, ROW _A};

clEnqueueNDRangeKernel(cmd_queue, kernel, 2,
NULL, gws, 1lws, @, NULL, NULL);
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- C|H}O|A BEE clBuildPrograms Eaff 2=

- 0|0 Y=gl HO|H2|E clCreateProgramWithBinaryE Eafl 2&

CUDA
. C|H}O|A TEJ}SAE ACQ} &) LI E

* nvcc program.cu
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C|H}O|A T E HiC HEAl (cont'd)

« CUDA

- SAE RCQIC|HIO|A REV} &Y BEE

Host
binary

Device Device
code binary

THUNDER Research Group 4k R
Seoul National University Y P Y
ATt HE A7H S

Lecture 21 - OpenCL vs CUDA 10



« QAE FACQ}
o C|HIO|A ZE
« DAEOM
« DAEOM

ClBjO[A 2EVH =2 E
L B4 B

22 4 s 34 (1)
224 g g4

¢ B4 ERY
- BAE S
- C|HIO|A o4
SAE St HE 4 Q= CIHIO|A &4 ()
SAE g7t B8 4 Qle UBIO|A g4

4190.414A

Multicore Computing
Spring 2021

© Jagjin Lee

THUNDER Research Group £

&)

Seoul National University
METEta HS Ay

¥,

Lecture 21 - OpenCL vs CUDA

11



st EfY (cont'd)

As &g (AHE)

/] BAEOM BE £
7l 9

// __kernel Z|}E7} U
// 49| return Et22 void0|0{O} &t
k

__kernel void opencl_kernel(..) {

-

/] SAEQM BE 2 gL i
// __kernel Z|RIE7} QI3

int add_function(..) {

}
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// __host &= MEIts

__host__ int normal_c_function(..) {

-

/] BAEZL 28 £+ e ClHO|A g
// __global 7|¥EZl JYS

// &40 return Et®L voidO|0{O}
__global__ void cuda_kernel(..) {

}

= T HAT
// __device Z|¥HEl JYS
__device__ int add_function(..) {

}
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* OpenCL
* StLtQ| C|HIO|AO||AM Of2] 7He| ME CHIO|A A Vs

* clCreateSubDevices|()
- CBIO|2OIM ST 7S

clGetDevicelnfo()
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int array[100];
int* p = array;

array
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OpenCL COj|AM2| I OIE]

Address space qualifier

p7t 7tel7|l= 9= B4

__kernel void opencl _kernel(__global int* array) {
// p= __private @90 A1, pZt 7t2|7|= FEO| _ globall| Us= 2|0

__global int* p = array;

Private memory
pLT——

array

Global memory

AN
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CUDA COf|A{2] ZOIF{

* Variable type qualifier

» Bt dAE W off Y HTH g Rl 22 sts A

__global  void cuda_kernel(int* array) {
// p?t shared HEE2] F0| L ES 2[0|
__shared int* p;

p = array;

Shared memory

P L~

array

Global memory
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C++ A&

* OpenCL
¢ OpenCL 2.1 0|42 C{HIO|A DEQ A C++ZES A|HotA| &S

¢ OpenCL 2.10|M C++ A|¥

« CUDA
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OpenCL
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¢ CIEH 2 e AIB
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CUDA
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A |ocal (shared) 3| 22| etCt

OpenCL « CUDA

__kernel void opencl_kernel() { __global__ void cuda_kernel() {

__local int static_local[32]; __shared__ int static_shared[32];
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=4 |ocal (shared) 3|2 2| Stct
OpenCL « CUDA
__kernel void opencl_kernel( __global _ void cuda_kernel() {
__local int* dynamic_local) {
} extern __shared__ int static_shared[];
}
int main() {
// OFX|8} THapojEf= NULLO|Ofof 3t e )
clSetKernelArg(k, @, 32*sizeof(int), NULL);
} // execution configuration2| 3HHR{ Ii2t0|E 2
// shared memoryl| A7|E X|H
cuda_kernel<<<nblocks, nthreads,
32*sizeof(int)>>>();
}
THUNDER Research Group ‘:&;’"03:
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£ A |ocal (shared) |22

* OpenCL

// 2702 local memory objectE

__kernel void opencl_kernel(

__local int* dynamic_locall,

__local int* dynamic_local2) {

int main() {

// OHX|9F TEk0jE{= NULLO|OfOF .
clSetKernelArg(k, @, 32*sizeof(int), NULL);
clSetKernelArg(k, 1, 32*sizeof(int), NULL);
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// 2702 shared memory objectE 4

__global__ void cuda_kernel() {

extern __shared__ int
int* static_sharedl =
int* static_shared2 =

int main() {

static_shared[];
&static_shared[0];
&static_shared[32];

// execution configuratio®| 3| LtzZ}0|EHZ

// shared H|E2E[2| 37|E X|7E

cuda_kernel<<<nblocks, nthreads,
64*sizeof(int)>>>();
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* OpenCL

// constant memory object ‘4

// 718 ZEQ| =2 HE=2 FOo

/] @AE AEQAMN X738 E7ts

__constant int static_constant[32] =
{1,2,3,4};

__kernel void opencl_kernel() {

-

int main() {
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« CUDA

// constant memory object ‘&
// =EYH HeE FHo

__constant int static_constant[32] =

4190.414A

Multicore Computing
Spring 2021

© Jaejin Lee

{1,2,3,4};

__global__ void cuda_kernel() {
}

int main() {
int buf[32] = {4,5,6,7};

// DAE ACOAN X7|3) 7t

cudaMemcpyToSymbol(static_constant, buf,

32*sizeof(int));

Lecture 21 - OpenCL vs CUDA
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OpenCL

__kernel void opencl_kernel(

__constant int* dynamic_constant) {

int main() {
cl mem mem = clCreateBuffer(context,
CL_MEM_READ ONLY, 32*sizeof(int),
NULL, &err_code);

clSetKernelArg(k, 0, sizeof(cl_mem), &mem);

}
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CUDA

/1 B BY2 BIts.
/7 Hof 27|12 SE 3, R0 A

__constant int static_constant[MAX_CONST_SIZE];

__global _ void cuda_kernel() {

int main() {
int buf[32] = {4,5,6,7};
// BAE BEWAM ZX7|3 7Hs

cudaMemcpyToSymbol(static_constant, buf,
32*sizeof(int));
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otC
43 global j22| &
* OpenCL « CUDA
=,7|_L // constant memory object 4
=71 /] 2R W22 Ho|
= = = __device__ int static_global[32] = {1,2,3,4};
- A2 gE= Soll oifE
7}%5_ __global _ void cuda_kernel() {

}
int main() {
;nt buf[32] = {4,5,6,7};
// DAE ACO|AN X273} 7t

cudaMemcpyToSymbol(static_global, buf,
32*sizeof(int));
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2 global 0j|22] 2T

* OpenCL

__kernel void opencl_kernel(
__global int* dynamic_global) {

int main() {

cl mem mem = clCreateBuffer(context,
CL_MEM_READ _WRITE, 32*sizeof(int),
NULL, &err_code);

clSetKernelArg(k, 0, sizeof(cl_mem), &mem);
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« CUDA

__global _ void cuda_kernel(
int* dynamic_global) {
int main() {
int* d_global;
cudaMalloc(&d_global, 32*sizeof(int));

cuda_kernel<<<nblocks, nthreads>>>(d_global);
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Work-item Thread
Work-group Thread block
NDRange Grid
Global memory Global memory
Local memory Shared memory
Constant memory Constant memory
Private memory Register
Processing element CUDA core
Compute unit Streaming multiprocessor
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