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» A special case of parallelization
* Vectorization
« SIMD
 Typically a single instruction to perform the same operation in parallel on multiple data
elements of the same type and size
* Broader sense: a single program counter (e.g., GPUs)
* Multiple parallel execution units are called lanes
THUNDER Research Group ?ﬁ;ﬁ“’;{og
' Seoul National University %j % Lecture 24 - Vectorization 2
Mgcheta 3S ol

5)).(&



Samsung DS
System Architect/Expert
2022

© Jagjin Lee

| SIMDization (cont’d)

« Compilers typically support auto-vectorization

« SIMD support
e Intel's MMX, SSE, and AVX
* Intel Xeon Phi’s 512-bit wide vector
* IBM PowerPC'’s AltiVec
« ARM’s NEON

THUNDER Research Group gé
Seoul Natlonal U ﬁ%& Lecture 24 - Vectorization 3
prehe



Samsung DS
System Architect/Expert
2022

© Jagjin Lee

Vector Supercomputer

Cray-1, 1976

e Scalar unit + Vector extensions

 Load/store architecture
 Scalar registers

« 64 64-bit vector registers

* Vector instructions

« Highly pipelined functional units
* Interleaved memory system

« No data caches

* No virtual memory

S
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Multimedia Extensions

Intel's MMX and SSE
IBM PowerPC's AltiVec

Limited vector instruction set

* No vector length control

* No strided load/store or scatter/gather

* Unit-stride loads must be aligned to 64/128-bit boundary

Limited vector register length
* Requires superscalar dispatch to keep multiply/add/load units busy

* Loop unrolling to hide latencies increases register pressure

THUNDER Research Group ;g,é“ P
Seoul Netio I.: ﬁ%& Lecture 24 - Vectorization 5
e i




Samsung DS
System Architect/Expert
2022

© Jagjin Lee

Unaligned Memory Accesses

N J

* When a memory reference accesses a location that does not match with the

memory access granularity of the processor, it is called an unaligned access

» Data typically need to be aligned for vector operations
* e.g., 16-byte boundary, 32-byte boundary

* If unaligned, performance penalty

* |f data items accessed by vector load/store instructions are not adjacent, they

must be accessed separately using multiple load/store operations
* Less efficient

 Strided load/store or scatter/gather instructions required
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Unaligned Memory Accesses (contd.)

* Read the aligned memory word that is located before the
unaligned position and shift out the unnecessary bytes

* Read the aligned word that is located next to the unaligned
position and discard the unnecessary bytes

* Merge the two parts that were extracted previously

Aligned Aligned
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Instructions for Vectors

N J

« Modern processors typically support the following types of vector

Instructions:
* Memory accesses
* Data copying
* Type conversion

* Data processing

e \Vector intrinsics (intrinsic functions)
* Provide similar functionality to inline assembly that uses vector
instructions
« Provide additional features, such as type checking and automatic register

allocation

THUNDER Research Group 4% A’;{o“
Seoul National University ‘\‘;’b‘%

2cia i cian y, Lecture 24 - Vectorization 8
EHIHE TS TR

D, cE



Samsung DS
System Architect/Expert
2022

© Jagjin Lee
E{ OlE 2|2l |

. AFBAP7HC RE L0 SIMD QIAER{HS RIS 4 AU
- YoM oz stLie| YEQI ghe= SHLte| SIMD QIAES M0 s
» ArESH/| S5t 2240 HESE Y + US
THUSNeiDuEll;R\IEeselamh P :\‘f’& 4‘%?‘ Lecture 24 - Vectorization 9

e o



Samsung DS
System Architect/Expert
2022

H‘“E-I (o] Ea Z_!Ql o:" © Jaejin Lee

A
—/ = 1
ol
A O
- HiY a, bO|M H|O|EHE Y= QIAESM
- JAHZ rAlstE QIAEZM
o AHALAME Array COj| A& ot= QIAEZHM

void add(float *a, float *b, float *c, int size) {
int 1, j;

for(i = 0; 1 < size; i++)
c[i] = a[i] + b[i];
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typedef float vi4sf attribute ((vector size (16)));
// QIEZIXE ALESI7| RlofM HE EfYE MAUsHFoof &
// 4702] float HAE 7IZl HIE

void add(float *a, float *b, float *c, int size) {
int i, j;

|.

oot

// Hg $¥sle RS YE QIEAXZ A HES
< size; i+=4){

vdsf A = builtin ia32 loadups(a + 1i);
vdsf B = builtin ia32 loadups(b + i);
vdsf C = _builtin ia32 addps(A, B);

__builtin ia32 storeups(c + i, C);

}
// HERISIH] XE2|stn HE2 RE2 YUHHQ HIHOE Xe|
for(; i < size; i++)
c[i] = a[i] + b[i];
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Triplet Notation
N J
 To represent array sections
« [x1:x2: x3] specifies the first and last subscripts, and the stride
 : x3is optional and the default value is 1
 For simplicity, we assume x3 divides (x2 - x1)
al0O:m:2]
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Conditions for Vectorization

* \ectorization

* To determine if statements in an inner loop can be vectorized
« Any single-statement loop that carries no dependence can be

vectorized

« All S(i) can be executed concurrently

for(i = 0; i < 100; i++)

{ ° frd . .
S: a[i] = b[i]; a[0:99] = b[0:99];
}
for(i = 0,’ 1 <= m; i=1i+ 2)
{ ° . = . ° .
S: a[i] = b[m - i]; al0:m:2] bm:0:-2];
}
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Conditions for Vectorization (cont'd)

« A statement contained in at least one loop can be vectorized if

the statement is not included in any cycle of dependences

for(i = 0; 1 <= 100; 1i++)

{ St
S: a[i+l] = a[i] + b[i];

A cyclic true dependence
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Conditions for Vectorization (cont'd)

 Vectorizable after reordering statements and applying loop

distribution

for(i = 1; i <= 100; i++)

{
S1l: d[i] = a[i-1] + 3.0; e
S2: a[i] = b[i] + c[i];
} gt
Sl: d[1] = a[0] + 3.0;
S2: a[l] = b[1l] + c[1];
Sl: d[2] = a[l] + 3.0;
S2: a[2] = b[2] + c[2];
Sl: d[3] = a[2] + 3.0;
S2: a[3] = b[3] + c[3];
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Reordering S1 and S2

for(i = 1; i <= 100; i++)

S1: d[i] = a[i-1] + 3.0;
S2: a[i] = b[1i] + c[i];

OxreO,
—

for(i = 1; i <= 100; i++)

S2: a[i] = b[i] + c[i]~ t

S1: d[i] = a[i-1] + 3.0;

OO,
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Loop Distribution

for(i = 1; i <= 100; i++) {
S2: a[i] = b[i] + c[i];
S1l: d[i] = a[i-1] + 3.0;
}

for(i = 1; i <= 100; i++) {
S2: a[i] = b[i] + c[i];
}

for(i = 1; i <= 100; i++) {
S1l: d[i] = a[i-1] + 3.0;
}

a[l:100] = b[1:100] + c[1:100];
d[1:100] = a[0:99] + 3.0;
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Conditions for Vectorization (Example)

» S/ C{HIEA ALO| S0 et

for(i = 0; i <= 100; i++)

{ oL
S: a[i+l] = a[i] + bI[i];

}

flow dependence®] Aol &
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Vector Scatter/Gather Instructions

* Want to vectorize loops with indirect accesses
* Found in Intel Xeon Phi coprocessors

ol HE| STHZEE{O A 2 YBHT QA2

— —

for (i = 0; 1 < N; i++)
A[i] = B[i] + C[D[i]l]; // gather

for (i=0; i<N; i++)
A[B[i]] = C[i] + 1; //scatter
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Vector Conditional Execution

« Want to vectorize loops with conditional

« Conditional execution via masking

for (i = 0; 1 < N; i++)
if (A[1] > 0) A[1i]

B[i];

1f (A[O:N-1] > 0) A[O:N-1] = B[O:N-1];
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Vector Reduction

* Loop-carried dependence on reduction variables

sum = 0;
for (i = 0; i < N; i++)
sum += A[1i];

// S is the vector length
sum[0:S-1] = O;
for (1 = 0; 1 < N; 1 += S)
sum[0:S-1] += A[i:i+S-1];
do {
S = 8/2;
sum[0:S-1] += sum[S:2*S-1];
} while (S > 1) ;
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Strip Mining

 Vector registers have finite length

« Break loops into pieces that fit into vector registers

« Converts the available parallelism into a form more suitable for

the hardware

for (i = 0; i < N; i++) {
a[i] = b[i] + 3;
}

// P processors available
K = ceil (N/P)
for (J = 0; jJ < N; j += K) {
for (i = j; i < MIN(j+K, N); i++) {
a[i] = b[i] + 3;
}
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